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We report on a bottom-up approach of the selective and precise growth of subnanometer wide straight and

chevron-type armchair nanoribbons (GNRs) on a stepped Au(788) surface using different specific molecular

precursors. This process creates spatially well-aligned GNRs, as characterized by STM. High-resolution

direct and inverse photoemission spectroscopy of occupied and unoccupied states allows the determination of

the energetic position and momentum dispersion of electronic states revealing the existence of band gaps of

several electron volts for straight 7-armchair, 13-armchair, and chevron-type GNRs in the electronic structure.

DOI: 10.1103/PhysRevLett.108.216801 PACS numbers: 73.22.Pr, 68.65.Pq, 79.60.Jv

The remarkable structural and electronic properties of
graphene have stimulated intense research on its basic
properties as well as on possible promising applications
[1]. The behavior of the charge carriers as massless Dirac
fermions near the Fermi level and the ballistic charge
transport in graphene stimulate expectations to use it as a
building block in electronic devices. Ideal graphene lacks,
however, a band gap and is therefore semimetallic making
electronic control of the conductance, the basic concept
of integrated electronics, difficult. A band gap opening
is expected for adsorbate modified graphene [2,3] and
theoretically also for laterally confined ribbons of graphene
[4–8]. There, a stronger lateral confinement increases the
electronic band gap. For graphene nanoribbons (GNRs) of
subnanometer width sizable values of more than an elec-
tron volt are expected. The dispersion of the electronic
states is determined by the specific atomic structure of
the GNR, viz., its border termination, being of armchair,
zigzag, or chiral type. Comparatively broad GNRs have
been produced by lithographic techniques [9,10], unzip-
ping of carbon nanotubes [11,12], and chemical synthesis
[13–15]. Recently, on-surface covalent coupling of ad-
sorbed organic precursor molecules in ultrahigh vacuum
enabled the production of atomically precise graphene
nanoribbons [16]. This reliable method yields a high den-
sity of nanoribbons, however, with random orientation. We
present here a robust way for the production of spatially
aligned GNRs of different topologies employing this
bottom-up surface catalyzed growth on stepped Au(788)
surfaces. From those GNRs we experimentally investigate
the occupied and unoccupied states via direct and inverse
photoemission experiments and demonstrate that GNRs
indeed exhibit a large band gap.

Spatially aligned GNRs were prepared on clean vicinal
Au(788) surfaces under ultrahigh vacuum conditions.
After deposition of the primary molecules [see Figs. 1(b)

and 1(e)] from quartz crucibles the surfaces was heated
to 440–470 K for dehalogenization and polymerization,
while cyclodehydrogenization is achieved at 590 K [16],
resulting in straight 7-armchair graphene nanoribbons
(7-aGNRs) and chevron-type GNRs. The structure of the

FIG. 1 (color online). STM images of aligned graphene nano-
ribbons (GNRs) on Au(788) surfaces. (a) Seven atoms wide
straight ribbons (7-aGNR) (STM feedback 2 V=10 pA; inset:
0:1 V=0:5 nA). Scale bars: 4 nm. (b) Precursor molecule and
unit cell d¼ 0:426 nm, width: w ¼ 0:741 nm. (c) Distribution
of the ribbon length, mean value L ¼ 23 nm. (d) Chevron-type
ribbons (STM feedback "2 V=50 pA; inset: 0:1 V=0:5 nA).
(e) Precursor molecule and unit cell d¼ 1:704 nm, width: w ¼
1:729 nm. (f) Length distribution, mean value L ¼ 28 nm.
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materials for…

photovoltaics
batteries &  
energy storage catalysis

… and many more



electronic structure
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applications ranging from materials modelling, to quantum 
chemistry and drug design  
compatible with high performance computing and high-
throughput screening

Density functional theory (DFT):

multiple hierarchies can be climbed 
wavefunction based methods 
many-body perturbation theory 
time-dependent and non-equilibrium methods

beyond DFT:



Electronic Structure Methods 
highly accurate (predictive) 
computationally demanding

Higher accuracy

Improved modelling 
(complexity)

High throughput 
screening

materials modelling

quantum mechanics based  
atomistic modelling of materials 

+ 
interfacing with multiscale approaches

the exascale opportunity:

Electronic Structure Methods 
highly accurate (predictive) 
computationally demanding 
a case for HPC

PROPOSAL
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exascale opportunity: complexity
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Graphene / Transition Metal / Ir (111) 
clear experimental evidence for moire’ pattern 
(lattice mismatch) and Gr corrugation 
10x10 Graphene, 9x9 Iridium => 605 atoms / unit cell 
Precise treatment of the structure is crucial for 
modelling

Avvisati et al, Nano Lett. 18, 2268 (2018) 
Calloni et al, J. Chem. Phys. 153, 214703 (2020) 
Cardoso et al, Phys. Rev. Mat. 5, 014405 (2021) 
Pacile’ et al, Appl. Phys. Lett. 118, 121602 (2021)



exascale opportunity: accuracy

clear experimental evidence of tip-induced 
photoluminescence from suspended ribbons 
tip needs to be in chemical contact with the ribbon (C-term.) 
excitation energy significantly smaller than extended GNR => 
GNR termination 

Use of manybody perturbation theory methods (MBPT) 
(GW and BSE) to describe spsectroscopy

computational search and detection of the long-sought 
excitonic insular phase 
MBPT required to describe the physics of the problem 
extreme accuracy needed



high-throughput screening
in materials science

Mounet, Gibertini, et al, 
Nature Nanotech 13 (2018) 

Singh et al, Nature Commun 
10, 443 (2019)



exascale is approaching

Leonardo: Atos + NVIDIA A100 
(CUDA backend)   =>  250 PFlops

LUMI: CRAY + AMD cards 
(ROCm, HIP)  =>  550 PFlops

Currently: 

Jewels Booster: 
NVIDIA A100, 71 PFl 
Marconi100:  
NVIDIA V100, 29 PFl 
PizDaint: 
NVIDIA P100, 27 PFl 

MareNostrum V

the exascale challenge 
in high performance computing

10^18 flops/s 
10^18 Bytes 
abrupt technology changes 
action is needed for full 
exploitation 
heterogeneous machines 
(multiple HW and SW stacks)



the MaX centre of excellence 

Materials design at the exascale



disruptive innovation in the  
simulation and discovery 

of materials and processes 
from: 

predictive first principles methods 
+ 

extreme computing 

a European CoE for materials design
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today (&tomorrow): 

GPUs



start from successful and widely used 
open-source, community codes in 
quantum materials simulations 

make them scalable and optimized 
for current and future architectures 
towards the exascale, develop new 
capabilities 

leverage the convergence of HPC 
with automated high throughput 
computing and high-performance 
data analytics 

hardware-software codesign in 
practice 

widen access to codes, engage & 
train users communities in industry 
and academia 

MaX flagship codes



start from successful and widely used 
open-source, community codes in 
quantum materials simulations 

make them scalable and optimized 
for current and future architectures 
towards the exascale, develop new 
capabilities 

porting to GPUs is a crucial step to 
keep exploiting HPC resources 

All MaX flagship codes released for 
production with GPU support  

MaX flagship codes

selected codes analysed 
participation to MaX hackathon 
planned profiling campaign on MaX codes



Community codes: Structure

MaX flagship codes are rather large, 
open source, community codes, 
still under significant scientific 
development  
Mostly based on modern Fortran 
(2003-2008 stds) 
modularisation and “separation of 
concerns” are the key drivers of 
refactoring 
a number of modules and libraries 
extracted from the original codes for 
reuse 
general purpose and domain-
specific libraries developed 
(COSMA,DBCSR,SpFFT  @CSCS) 
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Strategies for GPU porting

multiple strategie identified for 
GPU porting, according to code 
needs  
For some codes (notably those 
using localised basis set), main 
computations tend to be localised in 
a few kernels (eg diagonalization in 
SIESTA) 
Leveraging of general purpose / 
domain-specific GPU-aware libraries 
(eg Linear Algebra) turns out to be 
already effective 
For other cases, a more extensive 
GPU-aware refactoring is needed 
This is the case of Quantum 
ESPRESSO, Yambo, and Fleur 

Programming models:            
CUDA, CUDA-Fortran, Open-CL, 
OpenACC, ROCm/HIP,…  

mainly two patterns observed

Nvidia support acknowledged



Strategies for GPU porting

multiple strategie identified for 
GPU porting, according to code 
needs  
For some codes (notably those 
using localised basis set), main 
computations tend to be localised in 
a few kernels (eg diagonalization in 
SIESTA) 
Leveraging of general purpose / 
domain-specific GPU-aware libraries 
(eg Linear Algebra) turns out to be 
already effective 
For other cases, a more extensive 
GPU-aware refactoring is needed 
This is the case of Quantum 
ESPRESSO, Yambo, and Fleur 

Library development 
(GPU-aware, vendor agnostic)



Quantum ESPRESSO

Courtesy of Ivan Carnimeo (SISSA, Trieste, Italy)

Contributors: I. Carnimeo, P. Delugas, P. Bonfa’, 
O. Baseggio, F. Ferrari Ruffino, E. de Paoli, S. 
Baroni, P. Giannozzi 
Nvidia support: L. Stuber, M. Fatica, J. Romero, 
E. Philipps, F. Spiga



Quantum ESPRESSOTM allows one to compute the properties of a wide variety of molecular and 
condensed matter systems, solving the Kohn-Sham equations (using plane waves and 
pseudopotentials) in the form

The dimensions of the problem are:

Dimension of the plane-
wave basis set

Number of  
Kohn-Sham states 
(proportional to the 
number of electrons and 
atoms)

Number of k-points 
(periodic calculations)

Quantum ESPRESSOTM: implementation and features



The wavefunction and the other 
relevant quantities are 
represented (and allocated) as 
3D arrays

Dimension of the 
plane-wave basis 
set

Number of  
Kohn-Sham states 
(proportional to the 
number of electrons 
and atoms)

Number of k-points 
(periodic calculations)

Quantum ESPRESSOTM: data distribution
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Quantum ESPRESSOTM: implementation and features

auxiliary 
quantities

Porting strategy: 
CUDA-Fortran and CUF kernels 
usage of optimised libs (cuBLAS, cuSOLVER, cuFFT) 
exploitation of OpenACC+CUDA-F



Test cases: Scaling
Size (Ta2O5): 
  el = 544  
  Nat = 96 
  Ecut = NC/130/520 Ry 
  NPW = 477k 
  Nbnd = 326 
  Nks  = 26 

The larger the batch of data offloaded to the GPUs, the lesser the 
communications, the faster, as far as you have memory for them 
(memory on Ampere architecture up to 80GB).  
  
At software level, versatile parallelization strategies based on multiple 
data distribution schemes, allow for an optimal exploitation of the 
hardware architecture

1 DGX A100

2 DGX A100

4 DGX A100

(8 pools)

1                  2                 4

(4 DGX A100 nodes)

1 pool per 
node

1          2          4           8        16  



Appl. Phys. Lett. 118, 121602 (2021); 
Nano Lett. 18, 2268−2273 (2018)

MPI =                 16            48             32             96 
NPOOLS  =         4              6               4             12

Good scaling performances have been found 
for large systems, by combining multiple MPI 
layers (plane waves and pools parallelization) 

ongoing: gpu-aware distributed diagonalization 
(elpa2)

Size: 
  el = 4445  
  Nat = 605 
  Ecut = NC/75/300 Ry 
  NPW = 994k 
  Nbnd = 2688 
  Nks  = 12

(8 A100 GPUs per node)

Test cases: Scaling



Benchmark tests on a functionalized carbon 
nanotube show that 24 GPUs of the Ampere A100 
(80 GB) architecture perform as 144 Volta V100 (16 
GB) and much better than 3072 SkyLake cores (64 
Marconi-A3 nodes)

Size: 
  el = 5232  
  Nat = 1532 
  Ecut = US/25/200 Ry 
  NPW = 27M 
  Nbnd = 2616 
  Nks  = Gamma only

(s)

Test cases: performance on different HW

critical: GPU memory
distributed linear algebra



Yambo

Andrea Ferretti (CNR-NANO, Modena, Italy)

Contributors: AF, I. Marri, P. Bonfa’, N. Spallanzani, 
D. Sangalli, A. Marini, D. Varsano 
Nvidia support: M. Fatica, J. Romero, E. Philipps



• Implements many-body methods (post-DFT) for finite and extended systems 
• eg: quasiparticle energies (GW), optical absorption, spectroscopies 
• plane wave basis set and pseudopotentials 
• Natively interfaced to Quantum ESPRESSO

http://www.yambo-code.org

• A. Marini, C. Hogan, M. Gruning, D. Varsano, Comp.Phys.Comm. 180, 1392 (2009) 
• D. Sangalli, et al,  J. Phys.: Condens. Matter. 31, 325902 (2019)

Yambo: overview

GW diagram Figure from: 
Stan, Dahlen, van 
Leeuwen, EPL 76, 298 
(2006)

Varykhalov et al, PRX 2, 041017 (2012)

Varsano, Molinari et al, 
Nature Nanotech (2020)

Palummo, Varsano 
et al, Energy (2020)

optics photovoltaics

photoemission



Yambo on GPUs

considering canonical GW (N4) and BSE algorithms 
implementation is plane-waves and pseudopotentials 

need to represent data, handle data transfer from host to device(s), 
compute on device. 
NVIDIA GPUs: we use CUDA-Fortran (incl CUF kernels) and CUDA opt 
libraries (cublas, cusolver, cufft ) 
watch out memory footprint on GPUs (usually, 1 MPI task per accelerator)

host dev

disk

index mapping 
read wfc from disk 
wfc HOST2DEV 
compute / reduce 
DEV2HOST 
damp to disk, MPI,.. 

WARN: distributed 
LinAlg on GPU
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Yambo on GPUs

considering canonical GW (N4) and BSE algorithms 
implementation is plane-waves and pseudopotentials 

need to represent data, handle data transfer from host to device(s), 
compute on device. 
NVIDIA GPUs: we use CUDA-Fortran (incl CUF kernels) and CUDA opt 
libraries (cublas, cusolver, cufft ) 
watch out memory footprint on GPUs (usually, 1 MPI task per accelerator)

host dev

disk

index mapping 
read wfc from disk 
wfc HOST2DEV 
compute / reduce 
DEV2HOST 
damp to disk, MPI,.. 

WARN: distributed 
LinAlg on GPU

currently, NVIDIA GPUs are fully supported in YAMBO (> v4.5.0; GW, BSE) 
important performance gain 
work is in progress to support different back-ends (OpenACC, OpenMP5) 



heterogeneous architectures:    MPI + OpenMP + CUDA

parallel performance

Early 2019 Nov 2019

optimisation of MPI+OpenMP 
parallelism 
working at scale  (bottleneck 
identification and solution) data available at: http://www.gitlab.com/

max-centre/Benchmarks 

system size: 72+1 atoms,    2000 bands, 
6 Ry for Xo repr (N=1317); ~290 occ 
states, 8 kpts.

http://www.gitlab.com/max-centre/Benchmarks
http://www.gitlab.com/max-centre/Benchmarks
http://www.gitlab.com/max-centre/Benchmarks


heterogeneous architectures:    MPI + OpenMP + CUDA

Complete GW 
workflow for a 
N7-AGNR 
graphene 
nanoribbon 

8 x 

4-8 x 

7.5 x

porting to GPUs



heterogeneous architectures:    MPI + OpenMP + CUDA

complete GW workflow for defected TiO2 (rutile) 
small system, stress test 
1 MPI task/GPU 
data obtained on Marconi100,  4 V100 GPUs/node                  
and DGX arch,                        8 A100 GPUs/node 

data available at: http://www.gitlab.com/
max-centre/Benchmarks 

system size: 72+1 atoms,    2000 bands, 
6 Ry for Xo repr (N=1317); ~290 occ 
states, 8 kpts.

CPU: Skylake GPU: P9+V100

Yambo: performance  (GPU)

GPU: AMD-Rome + A100  (DGX)

1 node

2 nodes
3 nodes

x14 wrt SKL (10 nodes) x1.4 wrt  V100  (2 nodes)

http://www.gitlab.com/max-centre/Benchmarks
http://www.gitlab.com/max-centre/Benchmarks
http://www.gitlab.com/max-centre/Benchmarks


complete GW workflow for 
a N7-AGNR on Graphene 
large scale system 
data obtained on Marconi100,   
4 MPI tasks/node;                   
4 V100 GPUs/node

data available at: http://www.gitlab.com/max-centre/Benchmarks 

upto 8 PFlops run, 
parallel efficiency > 50% 
(wrt 16 nodes) 

single run up to 600 nodes, 2400 GPUs, ~ 20 PFlops 

64 irreducible kpts, 2000 bands, 5 105 G-vect density 

GPU: P9+V100

Yambo: performance  (GPU)
heterogeneous architectures:    MPI + OpenMP + CUDA

http://www.gitlab.com/max-centre/Benchmarks


portability

Rationalise needs 
represent data, HOST and DEV 
malloc / free  device memory 
perform memcpy HOST <==> DEV 
perform calculations on DEV

Main ideas 
develop a in-house tool for portability =>  deviceXlib  
performs:  memcpy, simple operations, defined macros, etc 
wrappers for std libs (cublas, cusolver, cufft) 
CUDA F at the moment 
OpenACC under testing (=> OpenMP5 near future) 

use directives (CUF,ACC,OMP5) for code-specific computation 
loops 
realisation of a separation-of-concerns approach

Problem 
portability of large scale community codes 
written in modern fortran



Conclusions



conclusions & outlook

more and more computational capabilities available (technology disruption) 
MaX established to take open source community codes in electronic structure to 
world-class HPC machines  

DFT & MBPT express significant computational complexity and suitable 
usage models to exploit new generation architectures 
multiple porting strategies considered and implemented 

porting on GPUs achieved for all MaX codes (production releases) 

Experience so far very positive

opportunities

challenges

programming models     (community codes, maintainability, standards) 
memory footprint 
software components        (distributed linear algebra) 
algorithm affinity              (how does an algorithm fit with the new HW ?)  
(shall we rethink algorithms on purpose ?) 
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Enjoy !

Follow us on: 

@max_center2 http://www.max-centre.eu/

youtube/channel/MaX Centre eXascalecompany/max-centre/

https://twitter.com/max_center2
https://twitter.com/max_center2

